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From Safety-I
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Accidents, incidents, …

The meaning of safety

Normal 
performance

Unwanted outcomeUnexpected event

Prevention of 
unwanted events

Protection against 
unwanted outcomes

SAFETY = FREEDOM UNACCEPTABLE RISKFROM

How much risk 
is acceptable?

What can 
go wrong?

How can it 
be done?

LIFE
PROPERTY
MONEY

How much risk is 
affordableFrom French Sauf = 

unharmed / except
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INES definitions

ACCIDENT:
“Any unintended event, including 
operating errors, equipment failures or 
other mishaps, the consequences or 
potential consequences of which are not 
negligible from the point of view of 
protection or safety”

SAFETY:
INES does not give a definition of safety.

Generic definition: Safety is the freedom from unacceptable risks
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Safety-I definitions - examples

Safety is defined as ‘freedom from 
accidental injury,’ which can be 
achieved by ‘Avoiding injuries or harm to patients from care that is intended to help 
them.’

“Safety is the state in which the risk of harm to persons or of 
property damage is reduced to, and maintained at or below, an 
acceptable level through a continuing process of hazard 
identification and risk management.”

Industrial safety can be defined as the ability to manage the risks inherent to 
operations or related to the environment. Industrial safety is not a dislike of risks; 
rather it is a commitment to clearly identify them in relation to production 
operations, assess them in terms of quality and quantity, and manage them.
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IT 
Revolution

Three ages of industrial safety

2000195019001850

1931
Industrial 
accident 

prevention

1893
Railroad Safety 
Appliance Act

1769
Industrial 
Revolution

1961
Fault tree 
analysis

Age of technology

Hale & Hovden (1998)

1979
Three Mile 

Island

Age of human factors

1986
Challenger
Чернобыль

Age of safety management
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Systemic
Non-linear model

Tight couplings, coincidences, 
resonance, emergence

Three ways of understanding accidents

2000195019001850

Sequential 

Epidemiological
Complex linear model

Interdependent causes 
(active + latent)

Simple linear model
Independent causes, 

Failures, malfunctions 
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How do we know that something is safe?

Design principles:
Architecture and 

components: 
Models:

Analysis methods:

Mode of operation:
Structural stability:
Functional stability:

Clear and explicit
Known

Formal, explicit
Standardised, 
validated
Well-defined
High (permanent)
High

TECHNOLOGY

Unknown, inferred
Mostly unknown

Mainly analogies
Speculative, 
unproven
Vaguely defined
Variable
Usually reliable

HUMANS

Programmatic
Partly unknown

Semi-formal, 
Ad hoc, unproven

Loosely defined
Semi-stable 
Good (lagging).

ORGANISATIONS
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The causality credo

Adverse outcomes (accidents, incidents) happen when something goes wrong. 
Adverse outcomes therefore have causes, which can be found and treated.

Find the component that 
failed by reasoning 

backwards from the final 
consequence. 

Accidents result from a 
combination of active 

failures (unsafe acts) and 
latent conditions (hazards). 

Find the probability that 
something “breaks”, either 
alone or by simple, logical 
and fixed combinations.

Look for single failures 
combined with latent 
conditions that may  
degrade barriers and 
defences. 
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Safety-I – when nothing goes wrong

Safety has traditionally been 
defined by its opposite – the 

lack of safety.

Safety-I requires the ability to prevent that something 
goes wrong. This is achieved by:

The lack of safety means that 
something goes wrong or can 
go wrong. 

1. Find the causes of what goes wrong (RCA). 
2. Eliminate causes, disable possible cause-effect links. 
3. Measure results by how many fewer things go wrong.

Safety-I: Safety is defined as a condition where 
the number of adverse outcomes (accidents / 
incidents / near misses) is as low as possible.
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To Safety-II

From Safety-I
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Theories and models of the negative

Technology and materials are 
imperfect so failures are inevitable

Accidents are caused by people, 
due to carelessness, inexperience, 

and/or wrong attitudes. 
Organisations are complex 
but brittle with limited 
memory and unclear 
distribution of authority
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Why only look at what goes wrong?

Focus is on what goes 
wrong. Look for failures 
and malfunctions. Try to 
eliminate causes and  
improve barriers.

Focus is on what goes 
right. Use that to 

understand  everyday 
performance, to do 

better and to be safer.

Safety-I = Reduced 
number of adverse 
events.

10-4 := 1 failure in 
10.000 events

1 - 10-4 := 9.999 non-
failures in 10.000 events

Safety and core 
business help each other. 

Learning uses most of 
the data available

Safety and core 
business compete for 
resources. Learning only 
uses a fraction of the 
data available

Safety-II = Ability to 
succeed under varying 

conditions.
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Noticing the unnoticeable

"Is there any point to which you would wish to draw my 
attention?"
"To the curious incident of the dog in the night-time."
"The dog did nothing in the night-time."
"That was the curious incident," remarked Sherlock Holmes. 

Perceive those things which cannot be seen
Miyamoto Musashi  (c. 1584-1645)



© Erik Hollnagel, 2012

What should we pay attention to?

Unexampled events
Big surprises

No surprises

Small surprises

6σ 3σ 6σ3σ
Everyday performance

Things that go right 
(Safety-II)

Things that go 
wrong (Safety-I)



© Erik Hollnagel, 2012

A formalism for system characterisation

Descriptions
Simple Elaborate

Comprehensibility

Difficult

Easy

Instability

Lo
w

High

The instability of system 
functions can range 

from low to high – from 
being regular and orderly 

(‘clockwork’) to being 
irregular and disorderly.

Descriptions can either 
be simple (few elements 
and relations) or 
elaborate (many 
elements and relations). 

The system functions 
can range from being 

easy to understand to 
being difficult to 

understand – either in 
part or in whole.
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Tractable systems

Descriptions
Simple Elaborate

Comprehensibility

Difficult

Easy

Instability

Lo
w

High

Tractable

Homogeneous 
processes

Standardized industrial 
production is stable, 
relatively simple to 
describe, and well 

understood.
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Intractable systems

Descriptions
Simple Elaborate

Comprehensibility

Difficult

Easy

Instability

Lo
w

High

Intractable

Heterogeneous 
processes

Services for unscheduled 
demands, such as an 
emergency room, are 
irregular, difficult to 

describe and not always 
completely understood.
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Performance adjustments are necessary

Most socio-technical systems are 
intractable.  Conditions of work are 
therefore underspecified. 

Performance 
adjustments

Unacceptable 
outcomes

Resources (time, manpower, 
materials, information, etc.) may be 
limited or unavailable

People  (individually and collectively) 
must  adjust what they do to 
match the conditions. 

For the very same reasons, the 
adjustments will always be 
approximate. 

But the approximate adjustments 
are also the reason why things 
sometimes go wrong.

Acceptable 
outcomes

The approximate adjustments are 
the reason why everyday work is 
safe and effective.
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Work as imagined – work as done

Work-as-imagined is what designers, 
managers, regulators, and authorities 
believe happens or should happen. 

Work-as-done is what actually happens. 

Safety I: Failure is explained as a 
breakdown or malfunctioning of a system 
and/or its components (non-compliance, 

violations). 

Safety II: Individuals and organisations 
must adjust to the current conditions in 
everything they do. Performance must be 

variable in order for things o work.
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Why do people adjust their work?

AVOID

anything that may have 
negative consequences 

for  yourself, your group, 
or organisation

MAINTAIN/CREATE

conditions that may be 
of use in case of future 

problems.

unacceptable conditions 
so that it becomes 

possible to do your work.

COMPENSATE FOR
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The ETTO principle

The ETTO principle describes the fact that people (and 
organisations) as part of their activities nearly always must 
make a trade-off between the resources (time and effort) 
they spend on preparing an activity and the resources (time,  
effort and materials) they spend on doing it. 

ETTOing favours thoroughness over efficiency if safety and 
quality are the dominant concerns, and efficiency over 
thoroughness if throughput and output are the dominant 
concerns.

The ETTO principle means that it is impossible to maximise 
efficiency and thoroughness at the same time. Neither can an activity expect to 
succeed, if there is not a minimum of either.
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If thoroughness dominates, 
there may be too little time 
to carry out the actions.

If efficiency dominates, 
actions may be badly 

prepared or wrong

Neglect pending actions
Miss new events

Miss pre-conditions
Look for expected results

Thoroughness: Time to think
Recognising situation.
Choosing and planning.

Efficiency: Time to do
Implementing plans. 
Executing actions.

Efficiency-Thoroughness Trade-Off

Time & resources needed

Time & resources available
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No time (or resources) to do it now

Some ETTO heuristics

Looks fine
Not really important

Normally OK, no need to check

Will be checked by someone else

Can’t remember how to do it 
We always do it this way

Idiosyncratic 
(work related)

Has been checked by someone else 

Cognitive 
(individual)

Judgement under 
uncertainty

Cognitive primitives 
(SM – FG)

Reactions to 
information input 

overload and 
underload

Cognitive style

Collective 
(organisation)

Negative reporting

Reduce 
redundancy

Meet “production” 
targets
Reduce 

unnecessary cost

Double-bind

We must get this done
Must be ready in time

Must not use too much of X

I’ve done it millions of time before

This way is much quicker

It looks like X (so it probably is X)
Reject conflicting 

information

Confirmation bias
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Thoroughness takes time

“In splitting a board, a circular-saw operator 
suffered the loss of his thumb when, in violation of 
instructions, he pushed the board past the saw with 
his fingers, instead of using the push stick that had 
been provided for the purpose.”

“He stated that he had always done such work in this 
manner and had never before been hurt. He had performed 
similar operations on an average of twenty times a day 
for three months and had therefore exposed his hand in 
this way over one thousand five hundred times.”
(Heinrich, 1931 “Industrial accident prevention”)

Grab 
board

Put on 
saw table

Grab push 
stick

Put on 
board

Push past 
saw

Remove 
push stick

Remove 
board
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Practical ETTO examples

In practice, people take the shortcuts they think are 
necessary to get the job done, to save time, to avoid 
unnecessary use of resources, etc.

When it goes well, no one takes 
any notice – and the shortcuts 
may even tacitly be encouraged.

When it goes wrong, people are 
blamed for ‘violating’ procedures 
and for being unsafe.
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Oskarshamn Unit 2 (Sweden)

Disconnecting switch 
erroneously left open

Detected NOV 13, 1996 – one 
week after completion of outage

LPCS: Low 
Pressure 

Core Spray



© Erik Hollnagel, 2012

Event report

On November 13, 1996 at the O2 NPP, a monthly surveillance test revealed that 
both Low Pressure Core Spray (LPCS) pumps were inoperable. 
The Disconnecting Switches to the two pumps were erroneously left open after the 
annual refueling outage that had ended November 5. 

The LPCS had been aligned for operation after the outage.
A leak rate test of the containment required the LPCS to be blocked by opening the 
Disconnecting Switches of the two pumps. 

EVENT

DETAILS

The realignment of the LPCS pumps was postponed due to ongoing work in the 
wetwell and concerns about personal safety of the workers there. 
The realignment step in the procedure was signed off as performed. The operators 
were convinced that the startup procedure included a check of the Disconnecting 
Switches of the LPCS pumps, however this was not the case. 

Efficiency-Thoroughness Trade-Off
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System 323 – actual development

H1: Realignment of 
system 323 (LPCS 

– Low Pressure 
Core Spray

H2: Periodic test of 
323

H3: Start-up 
sequence + annual 
test of system 323 

are carried out

H10: Start-up 
control (ORV), 
switches not 

included

H11: Transition 
from STF K7 till 
STF K3. Switch 

positions not noted.

H12: Periodic test 
of system 323. 

Switches found to 
be open.

H13: Switches for 
323 P1 & P2 reset. 

New test with 
accepted result.

H4: 323 P1 & P2 
blocked (switches 

open). 

H5: 
Depressurisation, 

open airlock to 
containment

H6: Repair work 
inside containment 

(wetwell)

H7: Re-establish 
containment 

settings, except 323 
P1 &  P2

H8: Re-
pressurisation, 

(P1&P2 tags falsely 
 removed)

H9: Wetwell work 
order signed off. 
(No information 
about switches.)
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ETTO but not error

The decision not to restore the LPCS system due to person safety aspects was 
correct. But as a consequence the last barrier in preventing the LPCS to be 

inoperable was broken. 
The operators thought that the closing of the disconnecting switches for the LPCS 
pumps were included in the startup procedure, but never checked this assumption. 
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White star contract

When captains were first appointed, they had to sign a letter which  
stated that “You are to dismiss all idea of competitive passages 
with other vessels and to concentrate your attention upon a 
cautious, prudent and ever watchful system of navigation, which 
shall lose time or suffer any other temporary inconvenience rather 
than incur the slightest risk which can be avoided.” 

(The evidence shows) that for a quarter of a century or more, the practice of liners 
when in the vicinity of ice at night had been in clear weather to keep the course, to 
maintain the speed and to trust to a sharp look-out to enable 
them to avoid the danger. … I accept the evidence as to the 
practice and as to the immunity from casualties which is said 
to have accompanied it. But the event has proved the practice 
to be bad. Its root is probably to be found in the competition 
and in the desire of the public for quick passages rather in the 
judgement of the navigators.”
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Everyday 
performance 

variability
Unexpected 
outcomes 
(failure)

Expected 
outcomes 
(success)Individuals and organisations must 

adjust to the current conditions in 
everything they do. Everyday 

performance must be variable in order 
for things o work.

Safety-II when everything goes right
Safety-II: Safety is defined as a condition where the number of successful outcomes 
(meaning everyday work) is as high as possible.  It is the ability to succeed under 
varying conditions.

Safety-II is achieved by trying to make sure that things go right, rather than by 
preventing them from going wrong.
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To Safety-II

From Safety-I

Resilience 
Engineering 
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All outcomes (positive 
and negative) are due to 
performance variability..

From the negative to the positive

Negative outcomes are 
caused by failures and 

malfunctions.

Safety-I = Reduced 
number of adverse 

events.

Eliminate failures 
and malfunctions as 

far as possible.

Safety-II = Ability to 
succeed under 

varying conditions. 

Improve resilience.
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Resilience and safety management
Resilience is the intrinsic ability of a system to adjust its functioning prior to, 
during, or following changes and disturbances, so that it can sustain required 
operations under both expected and unexpected conditions.

A practice of Resilience Engineering / Proactive Safety Management requires that 
all levels of the organisation are able to:

Learn from past events, 
understand correctly 

what happened and why

Factual

Monitor short-term 
developments and threats; 
revise risk models

Critical

Anticipate long-term 
threats and opportunities

Potential

Respond to regular and 
irregular conditions in an 
effective, flexible manner, 

Actual
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The ability to respond (actual)

How was the type of response determined?
How many resources are allocated to response readiness? 
How is the readiness verified or maintained?

How 

For which events is there a response ready? 
How was the list of events created? 
When – and why – is the list revised? 

What

What is the threshold of response?
How soon can a response been given? 
How long can it be sustained?

When

Factual Critical Potential

Actual
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BP Deepwater Horizon, April 20, 2010

On April 20, 2010, an explosion occurred on the rig and she caught fire. The rig was 
in the final phases of drilling a well in which casing is cemented in place, reinforcing 
the well. 7 workers were taken to the hospital, but 11 people are missing.

The Blowout Preventers or BOPs are 
controlled with redundant systems from 
the rig. In the event of a serious emergency, 
they should be engaged manually or 
automatically  when something of this 
proportion breaks out. None of them were 
apparently activated.
Deepwater Horizon sank on April 22, 2010, 
in water approximately 5,000 feet deep, 
and has been located on the seafloor about 
1/4  mile NW of the well. 
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Ideal

Common and 
cost-

effective, but 
are they 
relevant?

Relevant – 
but are they 

cost-
effective?

Irrelevant

The ability to monitor (Critical)

Meaningfulness 
(desirability) 

Ease of 
measurement 
(availability) 

HI

LO

HILO

Factual Critical Potential

Actual



© Erik Hollnagel, 2012

The ‘real’ indicators

PSI
i

Response
i

Safety is defined as that which 
is ‘measured’ by the indicators. 
Availability is more important 
than meaningfulness.

Safety

Σ

Indicators are based on an 
articulated description (model) of the 
system and of safety. Meaningfulness 
is more important than availability.

Proxy indicator: Indirect measure 
or sign that  represents a 
phenomenon in the absence of a 
direct measure or sign. 

Unplanned Automatic Scrams
per 7,000 Hours Critical

Industrial Safety Accident Rate

Collective Radiation Exposure

Unit Capability Factor

Unplanned Capability Loss Factor

Forced Loss Rate
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The ability to learn (factual)

Factual Critical Potential

Actual

What is the learning based on (successes – failures)?
When does learning take place (continuously or event-driven)?
What is the nature of learning (qualitative, quantitative)? 
What is the target of learning (individuals, organisation)?
How are the effects of learning verified and maintained?
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What does it take to learn?

Similarity

Fr
eq

ue
nc

y

HILO

HI

LO

Opportunity (to learn): Learning 
situations (cases) must be 
frequent enough for a learning 
practice to develop

Comparable /similar: Learning 
situations must have enough in 
common to allow for generalisation.

Opportunity (to verify): It must be 
possible to verify that the learning 
was ‘correct’ (feedback)

The purpose of learning (from accidents, etc.) is to change behaviour so that 
certain outcomes become more likely and other outcomes less likely. 

Everyday 
performance

IncidentsAccidents
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What does it take to learn?

Similarity

Fr
eq

ue
nc

y

HILO

HI

LO

Learning should focus on the frequency of events rather than on the severity.

Everyday 
performance

Incidents
Accidents

Near misses

Incidents

Accidents
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The ability to look ahead (potential)

Factual Critical Potential

Actual

The future is a 
“mirror” image of the 
past (repetition, 
extrapolation)

The future is 
described as a 
(re)combination of 
past events and 
conditions.

The future has not been seen 
before. It involves a 
combination  of known 
performance variability, that 
usually is seen as  irrelevant 
for safety

Mechanistic view Probabilistic view Realistic view



© Erik Hollnagel, 2012

The ‘foreseen’ earthquakes were presumably the hypothetical future earthquakes 
used by the Japanese government to produce national seismic hazard maps for 
Japan1. The modellers assume that ‘characteristic earthquakes’ exist for various 
zones, choose the fault parameters for each zone as the input to their model, and 
then produce probabilistic hazard maps.

Anticipation is model dependent

Although such maps may seem authoritative, a model is just a model until the 
methods used to produce it have been verified. The regions assessed as most 
dangerous are the zones of three hypothetical ‘scenario earthquakes’ (Tokai, Tonankai
and Nanka). However, since 1979, earthquakes that caused 10 or more
fatalities in Japan actually occurred in places assigned a relatively low probability.
This discrepancy … strongly suggests that the hazard map and the methods used 
to produce it are flawed and should be discarded.

Geller, R. J. (2011). Shake-up time for Japanese seismology. Nature, 472.
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Safety-II (Resilience engineering)

Know what to do, 
be able to do it. 

MonitorRespond Learn Anticipate

Know what to 
look for

Know what has 
happened

Know what 
to expect

The goal of Safety-II is to increase the number of things that go right, by enhancing 
the abilities to respond, monitor, learn, and anticipate.
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Conclusion: Two approaches to safety

Efforts to maintain or improve safety focus on what can go 
wrong and result in adverse outcomes. 
Many theories, models, and methods explain or predict how 
things can go wrong - with varying degrees of success. 
Some also propose solutions, focusing M, T, and O issues – 
also with varying degrees of success. 

In resilience engineering, efforts to maintain or improve 
safety focus on what goes right, as well as on what 
should have gone right. 
Theories, models, and methods to describe how things go 
right, but sometimes fail, and how humans and 
organisations cope with internal and external 
intractability and unpredictability. 

Eliminate the negative (Safety-I)

Accentuate the positive (Safety-II, resilience engineering) 

Effort

Fa
ilu

re
s

Effort

Su
cc

es
s e

s
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… but which kind of safety?

Protective safety
(Safety-I)

Productive safety
(Safety-II)
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Something to read?

Barreras y prevención Barreras y prevención 
de accidentesde accidentes

Ingenineriá de la Ingenineriá de la 
resilienciaresiliencia
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